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Abstract—Breath sounds in patients with obstructive sleep 
apnea are very dynamic and variable signals due to their 
versatile nature. In this paper, we present an adaptive 
segmentation algorithm for these sounds. The algorithm 
divides the breath sounds into segments with similar amplitude 
levels. As the first step, the proposed scheme creates an 
envelope of the signal characterizing its long term amplitude 
variations. Then, K-means clustering is iteratively applied to 
detect borders between different segments in the envelope, 
which will then be used to segment and normalize the original 
signal.  

Keywords- sleep apnea, acoustic analysis, breath sounds, 
adaptive segmenation, K-means clustering 

 

I. INTRODUCTION 
Acoustic analysis of respiratory sounds has gained an 
increasing role in the diagnosis of respiratory disorders 
because of advances in techniques for sound measurement 
and signal analysis [1]. For example, respiratory sound 
analysis has been used to identify pathological respiratory 
sounds, such as wheezes and crackles [2-8]. In addition, 
sound recording during sleep has also been used to diagnose 
obstructive sleep apnea (OSA) [9, 10]; a condition 
characterized by repeated cessation of airflow due to 
complete (apnea) or partial (hypopnea) collapse of the 
pharynx. For simplicity, both types of events will be 
referred to as apnea in this paper. These events alternate 
with episodes of hyperventilation (i.e. hyperpnea) during 
which loud snoring occurs [11]. Recurrent apneas lead to 
intermittent hypoxia that provokes arousal from sleep and 
sleep fragmentation, thus, causing restless sleep and 
excessive daytime sleepiness. Repetitive apneas and 
intermittent hypoxia also elicit repetitive surges in blood 
pressure at night and increase the risk of developing daytime 
hypertension, atherosclerosis, heart failure, and stroke, 
independently of other risk factors [12-16]. An individual 
apnea is usually 10-30 seconds in duration and can take 

place as frequently as 100 times per one hour of sleep. 
Apneas alternate with periods of ventilation, in which 
breathing resumes. 

 
In standard respiratory practice, the most common signals 

used to monitor and diagnose OSA are nasal airflow and 
thoracic and abdominal movement. These signals are quasi-
stationary over periods longer than three minutes and show 
minimal change in overall amplitude over extended time 
duration. In such signals, individual apneas can be identified 
as a gradual decrease in amplitude of the waveform 
(decrescendo pattern) followed by a complete cessation in 
the case of apnea, or a reduction in the signal amplitude in 
the case of hypopnea. On the other hand, breath sounds in 
patients with OSA are very dynamic with wide variations in 
amplitude due to alternating periods of loud snoring, mild 
snoring, snorting (intermittent snoring), normal breathing, 
hyperventilation, and silence during apneas. Apneas 
manifest as a reduction in amplitude of the sound waveform 
with a pattern similar to that described above. However, 
during the ventilatory phase between apneas, the amplitude 
of breath sounds tends to vary widely over time during sleep 
due to the varying nature of breath sounds. Apneas that 
occur in the middle of low level sounds will, therefore, be 
difficult to detect by an examiner. Therefore, in order for an 
examiner to detect the apneas in a breath sound waveform, 
the waveform should be normalized in amplitude. This 
normalization could be performed manually by detecting 
and normalizing segments that have stable ventilatory 
levels. However, such a process is time consuming, subject 
to examiner error, and requires medical personnel familiar 
with OSA and breath sounds. Another approach is fixed 
segmentation in which the waveform is sliced into short 
segments, presumably quasi-stationary and with a fixed 
length. Then each segment is normalized independently. 
This method results in segmentation of data regardless of 
the degree of stationary. Thus, this method can yield false 
positives, i.e., more segments than actually exist. 
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Furthermore, whenever a segment is created and 
normalized, a distortion can be introduced at the border with 
other segments, potentially resulting in some information 
loss. Therefore, the best method is an adaptive segmentation 
algorithm that segments the data only when the 
characteristics of signal change significantly. 

 
When developing an automatic normalization algorithm, 

two important challenges specific to the breath sounds of 
patients with OSA are encountered. First, this segmentation 
process should not detect apnea as an individual segment. In 
such a case, the waveform within the apnea region will be 
normalized according to its own level, which will equalize it 
with the adjacent signals and make it impossible to detect. 
The second challenge is the presence of transient breath 
sounds that could interfere with the segmentation. Those 
considerations should be dealt with when normalizing the 
breath sounds signal of patients with OSA. The aim of this 
work, therefore, is to develop a segmentation algorithm that 
automatically segments and normalizes breath sounds data 
of subjects with OSA. 

II. DATA ACQUISITION 
Data were collected from patients referred for an 

overnight polysomnography. Breath sounds were recorded 
by a cardoid condenser microphone (Audi-Technica 
condenser microphone, Model PRO 35x). The microphone’s 
cardoid polar pattern reduces pickup of sounds from the sides 
and rear, improving isolation of the sound source. The 
microphone was embedded in the center of a loose fitting 
plastic frame held in place with a headstrap in a fixed 
location, approximately 3 cm in front of the subject’s face. 
Digitized sound data were transferred to a computer using a 
USB preamplifier and audio interface (M-Audio, Model 
MobilePre USB) with a sampling rate of 22050 Hz and a 
resolution of 16 bits. The external audio interface was 
preferred over the regular built-in audio adapters because of 
its superior signal to noise (S/N) ratio which is 91 dB. Fig. 1 
shows an 80 second sound recording with a representative 
apnea. 

 

 
Fig. 1: A representative apnea, approximately 20 seconds in 
duration, is shown as an interruption of the breath sounds 
waveform. AU=arbitrary units. 

 

III. PROPOSED ALGORITHM 

The propsed algorithm consists of two major parts that are 
described in the subsequent sections.  

A. Signal Envelope Creation 
The first step of the proposed algorithm is the creation of 

so-called low-pass envelopes. These signal envelopes are 
created to detect overall changes in the amplitude of the 
acquired signal, x(n), of length N, where 0 ≤ n ≤ N-1. 
Envelopes are calculated in such a way that sharp transitions 
in the signal’s levels are maintained because they represent 
the borders of varying segments. 

 
As a first step, we divide the signal into K non-

overlapping segments, where the number of segments can be 
calculated as: 

 

         ⎥⎦
⎥

⎢⎣
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NK                                    (1) 

with L being the desired segment length and the symbol ⌊ ⌋ 
representing the greatest integer function. In this paper, L = 
11025 points (or 500 ms according to the sampling rate). 
This interval is chosen in order to preserve the fine details of 
individual breaths, such as inspiratory and expiratory phases. 
The shortest breathing phase is 1.5 seconds in rapid normal 
breathing (20 breaths/minute); thus, the bin size (500 ms) 
provides sufficient resolution to capture breathing details. On 
the other hand, extending this interval might result in the 
merging of apnea borders and thus, a false representation of 
the apnea’s duration. Additionally, transient high amplitude 
outliers produces by coughing and snorting (transient load 
snoring) will merge with the surrounding signals, thus 
making it more difficult to remove them in the next steps. It 
should be noted that N is not necessarily an integer multiple 
of K, making it necessary to omit some of the data points. 
Therefore, the data are trimmed from the end of the signal. 
The trimmed version of the signal is denoted by xtr(m) where 
0 ≤ m ≤ M-1 and M = KL ≤ N. As a second step, we form a 
vector e  RK of square values whose points are assigned as 
follows:  
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The resulting signal is a train of peaks, each representing 

a breathing phase, which are interrupted by apneas as 
illustrated in a 3 minutes recording in Fig. 2. Wide variations 
in overall signal levels take place over periods longer than 15 
minutes as will be illustrated in later sections. Outliers can 
result in high amplitude spikes in the breathing envelope. 
These outliers can affect subsequent statistics and therefore 
should be removed. In order to remove these outliers, e(k) is 
segmented into short overlapping intervals, s(p), of length P 
with each segment representing a pattern of breathing. 
Mathematically, 

)()( rqpeps +=                                    (3) 
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Fig. 2: e(k) waveform showing alternating periods of 
ventilation and apneas, where peaks represent breaths.  

 
where 0 ≤ p ≤ P-1, q is the amount of the overlap, 0 ≤ r ≤ R-1 
and R=⌊K/q⌋. In this case, the presence of apneas and 
various breathing patterns should be considered. In patients 
with severe sleep apnea (i.e., worst case scenario), breathing 
is present only 50% of the time and is interrupted by apneas 
that are approximately 30 seconds in duration. Thus, 
approximately every 60 seconds, an alternating pattern of 
apnea and ventilation occurs repeatedly during sleep and this 
constitutes the basic unit of segmentation. In order to 
incorporate multiple patterns, we chose a segmentation 
window of 180 seconds (=3x60). This window slides in 30 
second intervals. In other words, P = 360 points and q = 60 
points, given that each second of e(k) is represented by 2 
points (from section III, A).  Next, for each segment we 
calculate the standard deviation: 
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where µs is the mean value of the segment. Using the 
standard deviation, we form a segment-based indicator 
sequence, Is(p), based on the following rule 
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Using this segment-based sequence, we form a reassigned 
version of e(k) using the following rule 
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It should be pointed out that, in the case of consecutive 

points that indicate the presence of outliers, the duration of 
these consecutive points should not exceed 5% of the length 
of the segment. Otherwise, the detected strong amplitude 
deviations are not considered outliers, but could still contain 
physiologically relevant information. 

The next step is to trace the overall changes in 
waveform’s level by interpolating its maxima. To find the 
local maxima points, we compare each value of er(k) against 
its neighbouring values. If this value is greater than both of 

its neighbours, then it is a local maximum. Using the 
detected local maxima, we interpolate points between these 
maxima using piecewise cubic Hermite interpolation [17]. 
The resultant curve connects individual breath peaks and 
represents short-term changes in signal level and is 
conventionally called the Short-term Envelope (SE) as 
shown in Fig. 4(D). Next, we created another envelope that 
traces long term changes that bypass local variations. This 
envelope is created by implementing the same method 
described for finding the SE to get the long-term envelope, 
by interpolating the maxima of the SE. The resultant 
envelope is normalized in amplitude and is referred to as the 
level envelope (LE) as shown in Fig. 4(D). Normalization in 
this work is achieved by dividing any time series by the 
value at the 95th percentile rather than the maximum in order 
to avoid dividing by local outliers that could result at the 
borders of segments. Only the LE will be used in the next 
step. 

B. Segmentation and Normalization 
The second part of the algorithm essentially determines 

the number of segments having variable amplitude in the LE, 
if any. The first step is to evaluate the standard deviation of 
the LE: 

∑
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where µLE is the mean value of the LE(k). This is based on 
the fact that an obstructive apneic event is the reduction of 
breathing effort below than 50%. Thus, the change in overall 
signal level of the ventilatory components should be 
sufficiently less variable than 50% for apneas to be easily 
distinguishable. Therefore, we select a threshold of σLE 
=0.10 for an acceptably smooth LE. Accordingly, if 
σLE>0.10, the LE amplitude has strong variations and is 
subject to normalization, as in the signals in Figs. 4-6. 

 
Fig. 3: Flow chart of the segmentation algorithm  
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The main challenge in this work is the lack of knowledge 
about the number of clusters in a given breathing recording 
and the length of each cluster. A cluster, in this case, is a 
segment with a stable/similar ventilatory level. Therefore, in 
order to find clusters with different amplitude levels, we 
implement the K-means clustering technique [18] to segment 
the LE into two initial clusters. Once the initial clustering is 
done, the amplitudes of both clusters are normalized (by the 
95th percentile). The normalized segments of LE are joined 
again to form a new LE. σLE is then tested and this process is 
repeated iteratively until σLE is less than 0.10. This process is 
illustrated in Fig 3. Therefore, in each iteration, a new 

segment is found and normalized until all the segments of LE 
reach an equal level. Clustering LE into only 2 clusters in 
each iteration overcomes the absence of knowledge about the 
number of clusters. Moreover, implementing K-means 
overcomes the challenge of locating the points at which the 
signals change in level and determining the length of each 
segment. Subsequently, the points at which the LE was 
segmented using this method are considered the borders 
between segments with variable levels in the original 
acoustic data, which are then normalized independently.  

 
 

Fig. 4: Illustration of different stages of the algorithm on an artificial set of data simulating breathing interrupted by apneas. A. e(k) 
waveform with the SE, LE envelopes. B. Dashed line shows the location of the border between different segments found in the 1st 
iteration and resultant e(k) after normalization based on that border. C. The location of all borders after the 2nd iteration and e(k) 
after the 2nd normalization. 

IV. RESULTS AND DISCUSSION 
To test the adaptive segmentation algorithm, a simulated 

breathing waveform was created. Fig. 4(A) shows the 
simulated e(k) 15 minutes in duration, with a breathing rate 
of 15 breaths/minute and 22 apneas interrupting breathing. 
Each apnea is 20 seconds in duration. The signal has three 
different levels. The algorithm needed two iterations to 
segment and to normalize the signal. As a result, all 
ventilatory and apneic components of each segment reached 

the same level as the ventilatory and apneic components of 
all other segments, so that all apneas became equally visible. 
It is worthwhile mentioning that the method used to create 
the envelope of e(k) guarantees the preservation of sharp 
transitions in a signal’s level, such as that occurring at five 
minutes in Fig 4(A). Other methods such as low-pass 
filtering might results in losing this information.   

Fig. 5 shows the performance of this algorithm on a 30-
minute recording from a patient with sleep apnea. Fig. 5(A) 
represents e(k) of the raw acoustic data. This signal has 
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variable levels and several outliers. The apneas can be 
spotted in the high level segment of the signal (between 12-
22 minutes), however, apneas in low level segments such as 
between 10-12 minutes, are obscured. Fig. 5(B) shows the 
signal after removing the outliers. Some high amplitude 
breath sounds were also truncated in this process; however, 
this does not affect the performance of the algorithm and 
does not obscure apneas. The locations of the borders 
suggested by the segmentation algorithm are also shown as 
dashed lines. Fig. 5(C) shows the final result after the 
normalization of each segment separately by its 95th 
percentile. Apneas appear as valleys in waveforms 30 
seconds in duration or more. They are approximately equal 
in amplitude and depth and are distributed all through the 
recording. This forms a pattern that better facilitates the 
identification of apneas compared to the original shown in 
Fig 5(A).  

 
Fig. 5: Segmentation and normalization of 30 minute 
recordings from a patient with severe sleep apnea. A. e(k) 
waveform with variable levels and several outliers. B. e(k) 
after removing the outliers. Dashed lines represent the 
location at which the signal is segmented as found by the 
algorithm. C. e(k) after normalization.  

The ultimate purpose of studying breath sounds is not only 
to enable the detection of individual apneas but also to 
distinguish subjects who have sleep apnea from those who 
do not. Therefore, although the design of this algorithm has 
considered apneic breathing, it is important for such a 
segmentation algorithm to function universally, without 
corrupting data of subjects who do not have the disease. Fig. 
6 presents the segmentation and normalization of e(k) taken 
from a subject who does not have sleep apnea. By comparing 
Fig 5(C) and Fig 6(C), the subject with sleep apnea can be 
distinguished from the subject who does not by the presence 
of characteristic troughs 30 seconds in duration. This shows 
that the algorithm did not create artifacts in the normal 
breathing recording that could be mistaken for apneas. 

 

 

 
Fig. 6: Segmentation and normalization of 30 minute 
recordings from a patient without sleep apnea from the same 
stages as those included in Fig 5. 
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V. CONCLUSIONS 
This paper presented a K-means based algorithm for 

adaptive segmentation of breath sounds of patients with sleep 
apnea. The proposed scheme was based on long term 
variations in signal levels. We have shown that the proposed 
algorithm is capable of segmenting waveforms of breath 
sounds with an unknown number of segments and of an 
unknown duration.  
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